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1.Overview
The aim of this work was to build a prototype that investigates the implementation issues involved in
providing access to file contents through OGSA-DAI using the BinX library. Specifically we aimed to
provide access to:

� File system

� Files

� File contents, in particular the contents of: 

� XML

� DFDL/BinX described files

The aim of the exercise was a proof of concept implementation that exposes what is possible under this
approach. 

This document provides a description of the work that was undertaken, why certain design decisions were
taken, an overview of the structure of the code written, and installation instructions.

2.Design questions
There were a number of design questions to be addressed. These included:

� Server mechanism 
� Description of file/result contents 
� Query language 
� Associating description with data 
� XML representation of directory listing 
� XPath results are a collection not a document
� Performance concerns

In this section we will address each of these issues in turn.



OGSA-DAI-RFC-14                                                                                                                         4 

Server mechanism

There are a number of different ways in which file access could be incorporated into OGSA-DAI. Figure 1
illustrates the current OGSA-DAI model at the top. We want to replace the DBMS in this picture with a file
system of some kind the question is what is the right kind pf file system and what protocol or mechanism
should we use to access it.

Our first proposal was to use an FTP server (see the middle diagram in Figure 1). This would handle
security, and ensure that the files that could be accessed could be controlled. It would also provide a
mechanism in the future for uploading files, creating directories etc. Plus there was already an activity
written that could access FTP.  There were many other alternatives that could have been used here including:
FTP, HTTP, WebDAV.

Whatever server was used it needed to be modified to accept our extended queries. We were hoping that we
could rewrite the C call fopen() so that it could recognise the extended query and construct a new file with
the appropriate subset of results and return a handle to that. Furthermore we worked out a way that our new
fopen() call could be substituted at compile time with only a modification to the Makefile of the FTP server.

Unfortunately when it came to implement this it became clear that, not surprisingly, the FTP server was very
tightly integrated to the file system and we would have had to spoof  all the OS filesystem calls to get this to
work, or alternatively make significant modifications to the FTP code.

In the interests of getting something working we abandoned this approach and implemented a simpler
approach illustrated in the bottom diagram in Figure 1. In this approach the BinX file access code was called
directly from the GDS through JNI. (BinX and the file access code are in C++ OGSA-DAI is in Java fo JNI
had to be used to bridge the gap).

Description of file and result contents

We used BinX to describe the files and the file contents. This was something of a prerequisite for the
project., although BFD and ESML were considered. BinX was chosen because of the proximity of the BinX
project team and the fact that the fianl result would be more useful to EPCC and eDIKT.

Figure 1. The data access model in OGSA-DAI

Client DBMSGDS
HTTP

(SOAP)
JDBC
(SQL)

Client
File 

systemGDS
HTTP

(SOAP)
JNI

(Path + XPath

Client FTP 
server

GDS
HTTP

(SOAP)
FTP

(CLI/Path + 
XPath)

BinX

BinX

Database access

Proposed solution

Implemented solution



OGSA-DAI-RFC-14                                                                                                                         5 

BinX is an XML language for describing binary files. Figure 2 illustrates the idea. It shows a description in
XML in which the tags identify successive types in the corresponding binary data file. With such a
description there is an implied XML description of the binary data which we have refered to as DataBinX.
Users can write XPath queries over this DataBinX description to access pieces of their data. For example we
can write an XPath query that accesses a slice of an array.

Clearly if a query return part of the data it is important that the resulting fragment is described. In order to
return a result and a description we had to roll up the binary data and XML into a single file. This was done
using a MIME envelope around the data.

Query language

There were a number of ways in which we could have assembled the query. It was felt that a single URL to
the contents of a particular piece of data was desirable (rather than separate query and filename) and it
appeared that it was possible to simply and unambiguously extend the path with the XQuery.

Figure 2. BinX is an XML language for describing binary data. (Note that the
XML syntax has been simplified here. )

Content-Type: multipart/related; boundary=--xxxxxxxxxx;
--xxxxxxxxxx
Content-Type: text/xml
Content-ID: Contents

<?xml version="1.0" ?>
<binx>
  <!-- data description in here -->
</binx>
--xxxxxxxxxx
Content-Type: application/binary
Content-Transfer-Encoding: Little-Endian
Content-ID: Pixels
Content-Length: 524288
....binary data here...
--xxxxxxxxxx

Figure 3. MIME encapsulation of binary data and description

 <f l oat 32>
 <ar r ay . . . >
   <f l oat 64>
 </ ar r ay>

10010010 10111011
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There are a couple of variant on this as shown in Figure 4. the algorithm for unambiguously interpreting
these paths is as follows:

1. Start at the root

2. Check the next piece of path (up to the next '/' or the end) and

(a)If it is a directory in the file system go back to 2

(b)If it is a file in the file system then

 i. if this is the end of the path we are done it points to that file.

 ii. If this is not the end of the file interpret everything from here on as an XPath expression.

Note: This form does not allow us to run XPath expressions over directories.

Note2: The XMLDB activities take a different approach and splits query and collection identification we
might want to do this as well, or instead for consistency.

Associating description with data 

BinX allows descriptions to contain pointers that point directly to the data file they describe. However we
would like it to be possible for a single description to apply to a range of files. This problem was solved by
firstly interpreting the filename extension in different ways and secondly providing a simple XML
association file that identified which description to use for a particular file type.

If the file extension is “.xml” no description is used the XPath is applied directly. If the file extension is
“.bnx” the file is assumed to be a BinX description of a particular file with a pointer in it to that file. The
BinX library can resolve this automatically. If any other file extension is encountered, and followed by an
Xpath, expression then a file called “.assoc” is searched for in the current directory. 

/some/path/myfile.xml/xpath/expr

/some/path/myfile.bnx/xpath/expr

/some/path/myfile.csv/xpath/expr

/some/path/myfile.bin/xpath/expr

Figure 4. Path extensions for accessing file contents.

<?xml version="1.0" encoding="UTF-8"?>
<fileAssociations xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance"
xsi:noNamespaceSchemaLocation="file:/home/martin/workspace/BinXFiles/association.xsd">
    <association description="foobar.xml">
        <file name="foo"/>
        <file name="bar"/>
    </association>
    <association description="SchemaBinx2.xml">
        <file name="BinData.bin"/>
    </association>
    <association description="tinkywinky.xml">
        <file name="lala"/>
        <file name="po"/>
    </association>

Figure 5. An example association file.
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An example association file is given in Figure 5. It associates a single description file e.g. “foobar.xml” with
multiple files e.g. “foo” and “bar”.

XML representation of directory listing

We wanted to present the user with a consistent Grid-view of the world and so naturally when a directory
was requested we expected to send back an XML description of that directory. Some standard should be
available for this but we were unable to locate one in the time frame and used a simple form shown in Figure
6.

XPath result is a collection not a document

When an XPath query is run against a document the result is a collection of nodes in the XML tree that
matched the query. In the case of an DataBinX file, because the data description is hierarchical it is clear that
the results we want are not just the nodes themselves but the children and parents of those nodes.

For example consider the DataBinX file in Figure 7. This corresponds to a binary file containing two structs
called “params1” and “params2”. Supposing I want to access the first struct. I could use the XPath
expression “//struct[varname= “params1”]. This identifies the correct struct and since the children do not
represent different data, just a different level of description of the same data it is implied that this means the
children of this node too. 

Moreover we want to construct a new document that is a valid DataBinX document so that the BinX library
can be run against it to produce a new binary file and a new description. In order to construct this new
DataBinX file we included the parents of matching DataBinX nodes as well. So that the structure that we
return from this XPath query is a new DataBinX document as shown in Figure 8.

For simplicity the same construction was used to amalgamate the results of the XPath queries. A much better
approach would be to use the same wrapper tags used in the XML Database return results.

<directory name=”myDir”>
   <file name=”myFile.ext” size=“1024” lastMod=” 03/12/02 16:36 BST”/>
  <file  .../> 

<file  .../> 
<file  .../> 

<directory/>

Figure 6. XML representation of a directory.

<?xml version="1.0" encoding="UTF-8"?>
<databinx xmlns="http://www.edikt.org/binx/2003/06/binx">
  <dataset>
    <struct typeName="myStruct" varName="params1">
      <short-16>1</short-16>
      <float-32>0.19</float-32>
    </struct>
    <struct typeName="myStruct" varName="params2">
      <short-16>1</short-16>
      <float-32>0.19</float-32>
    </struct>
  </dataset>
</databinx>

Figure 7. An example DataBinX file
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Note: This algorithm for constructing a DataBinX document from the return of an XPath is broken. For
example if we pulled out a single short from the struct above the corresponding DataBinX would contain a
description which would include a statement about the struct but only one value. In general this approach
will not work. It needs more thought.

Efficiency concerns

Figure 9. Illustrates the data path that the code takes in accessing a BinX described file. It should be
relatively straightforward to amalgamate the last three copies. However the real performance killer is the
first one since this can result in the writing of a huge file. Until BinX can run queries without matrialising the
DataBinX file this will continue to be necessary.

3.System Overview

The system is depicted in Figure 10 (below).  It shows how access to files takes place by first calling the
BinX Files extension to the BinX library, this will construct a file to match the query (if necessary and
possible) and it returns the name of the new file. The BinXFiles activity can go to this file and access it
directly. A subsequent call to the BinXFiles library will clean up the temporary file.

<?xml version="1.0" encoding="UTF-8"?>
<databinx xmlns="http://www.edikt.org/binx/2003/06/binx">
  <dataset>
    <struct typeName="myStruct" varName="params1">
      <short-16>1</short-16>
      <float-32>0.19</float-32>
    </struct>
  </dataset>
</databinx>

Figure 8. An example DataBinX file

Figure 9. The data path of the access to the contents of a BinX described file
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C++ classes

The key C++ classes are as follows:

� BfDomErrorHandler – handler for DOM errors

� BfDOMWriterFilter – filter to allow DataBinX subtree to be written out.

� BfObject – generic superclass object with various utilities for strings and files mostly these are static so
that they can be used by the C functions. 

� BfDom – wrapper for key DOM functionality

� BfFileAssoc – class to interpret association files and map from file to description.

� BfFilePath – principal class that takes a path and interprets its meaning. It includes functions to figure out
the file's type, build the data binx representation, and even construct MIME encapsulations. This class
probably needs refactoring

� BfNodeList – utility function for manipulating a list of DOM Nodes 

� BfTmpFile  - wrapper for temporary files. This didn't really work out as planned  it coule probably be
done more neatly.

� BfXPathProcessor – wrapper for accessing XPath functionality.

There is also a simple unit test framework and a series of unit tests for the key functions.

Java classes

The key Java classes are in the package: uk.org.ogsadai.porttype.gds.activity.binxfiles

� BfActivity – the activity itself

� BfCallBinx – a wrapper for the JNI calls to C++

Figure 10. View of the components of the prototype system.
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� BfFile – a subclass of the java File class that maintains the integrity of our extended path names, and adds
the ability to turn a directory into an XML representation. This is also interprets the filename and calls out
to BinX if necessary.

� BfInputStream – a subclass of InputStream that reads a temporary file constructed by the BinX library.
When the stream is closed it automatically calls back to BinX to clean up the temporary file.

4. Installation

Prerequisites

 The following packages need to be available and installed.

� Xerces (www.apache.org)

� Pathan(...)

� BinX Library

C++
� First unpack the directory BinXFiles and edit the Makefile. 

� Modify the paths in the first few lines to point to the prerequisite packages. 

� Then type “make”. 

� Modify the paths in “set_LD_LIBRARY_PATH” 

� type “source set_LD_LIBRARY_PATH” 

� Change into the directory “test” and type “unitTest” you should see several pages of test output ending  in
a statement that 0 errors were encountered.

Java

The Java classes should build automatically as part of OGSA-DAI. They include Junit tests which can be
run. Before running the tests it is important to set the LD_LIBRARY_PATH before starting the Eclipse
environment. A key test is uk.org.ogsadai.porttype.gds.activity.binxfiles.test.BinxFilesActivityTest. If this
works, then you are in business.

5.Known Issues
1. The results of the Xpath query are reassembled into a single XML document by including their respective

roots. This was done in order to try to produce a legal DataBinX document (and in the case of DataBinX
it may well be justified. In the case of an XML document it is not and the results should be assembled
using the same wrapper that is used by OGSA-DAI for this same purpose. In the case of DataBinX,
reassmbling with the root makes sense in order to produce a derived DataBinX document which can them
be split. However there are also issues with this, in the case of selecting a subset of an array, for example
the array size will need to be reset to correspond to the number of elements in the derived set. There may
be a number of problem cases like this and it is possible that a more intelligent processing of the
collection that results from the Xpath query is required.

2. Performance – there are a large number of copies of the data made, although this can be  reduced by small
changes to BinX. However the biggest scaling concern is the initial construction of the DataBinX
document and there is significant work involved in removing this.
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3. Testing – at time of writing, the activity has only been tested at a unit test level. I.e. It has not been run in
end-to-end mode. There may well be issues with the perform document XML additions which have not
been tested in this environment. There is a schema for files access but there is currently no entry in the
activities map configuration file. This will need to be added and these tests should be carried out.

4. A pre release version of the BinX library was used for development. However it was supplemented from
functionality from a later (also pre-release) version. As a result the version of the BinX library that was
used never really existed. The software should be tested against the release version.

5. Security  - right now there is no security in place. Whatever OGSA-DAI enforces should work of course,
but beyond that there is no way to restrict the files in the file system that cam be seen or accessed.
Essentially any file visible to the user that Tomcat is running as can be accessed. This should be fairly
easy to fix.


